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Abstract. In many applications involving incompressible fluid flow, the Stokes system plays
an important role. Complex flow problems may require extremely fine resolutions, easily resulting
in saddle point problems with more than a trillion (1012 ) unknowns. Even on the most advanced
supercomputers, the fast solution of such systems of equations is a highly non-trivial and challenging task. In this work we consider a realization of an iterative saddle-point solver which is based
mathematically on the Schur complement formulation of the pressure and algorithmically on the
abstract concept of hierarchical hybrid grids. The design of our fast multigrid solver is guided by an
innovative performance analysis for the computational kernels in combination with a quantification
of the communication overhead. Excellent node performance and good scalability to almost a million
parallel threads are demonstrated on different characteristic types of modern supercomputers.

1. Introduction. Current leading edge supercomputers can provide performance
in the order of several petaflop/s, enabling the development of increasingly complex
and accurate computational models having unprecedented size. This is especially relevant in flow simulations that may exhibit many small scale features that must be
resolved over large domains. As an example, the problem of earth mantle convection
is posed on a thick spherical shell of approximately 3 000 km depth and 6 300 km radius, resulting in an overall volume of close to a trillion, that is 1012 km3 . A high
resolution then results automatically in huge algebraic systems.
Although finite element (FE) methods are flexible enough to handle different local
mesh-sizes, fully adaptive meshing techniques require dynamic data structures and a
complex program control flow that incurs significant computational cost. Recent work
on parallel adaptive FE techniques can be found e.g. in [1, 2, 11, 44]. In [10] it is
shown that an adaptive parallel FE method can reach locally 1 km resolution for the
mantle convection problem on a large scale supercomputer. Here we will demonstrate
that such a resolution can even be reached globally.
Higher order FE approaches can lead to a better accuracy with the same number
of unknowns, but the linear systems are denser. This implies more computational
work, more memory access cost, and also higher parallel communication cost, so that
especially on supercomputers and for complex nonlinear applications low order methods have advantages. Even when the matrix can be assembled cheaply, the classical
sparse solver techniques to store the matrix coefficients still induce considerable cost
in terms of memory and data transport. The explicit storage of the stiffness matrix
can be avoided if a matrix-free design is possible.
Asymptotically optimal solver complexity, such as achieved with multigrid algorithms, is only a necessary condition for constructing scalable FE software. Results
on the design and analysis of large scale parallel multigrid solvers can e.g. be found
in [15, 16, 18, 19, 20, 24, 32, 34, 41, 42, 43, 48]. However, asymptotic optimality and
a high parallel efficiency do not automatically translate into fast methods, when the
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methods involve too much overhead.
These observations are some reasons why the reduction in run-time of simulation
software has not always kept up with the progress in computational power. Because of
the difficulties outlined above, many generic PDE libraries underperform on modern
computer architectures. Designing highly efficient PDE solvers is one of the challenges
of extreme scale computing.
To face this challenge, we use a multigrid solver based on a global geometric
hierarchy of grids and combine it with a domain partitioning data structure. The
goal of this paper is to demonstrate that linear saddle-point systems arising from
a Stokes discretization with a trillion or more degrees of freedom can already be
solved on current supercomputers, provided that fast scalable multigrid methods and
modern software techniques are combined. The efficiency of our method relies on
the performance- and architecture-aware co-design of a multigrid algorithm and its
implementation.
We deliberately choose a simple stabilized equal order discretization of the Stokes
equation that is constructed using a hierarchy of block-wise uniformly refined tetrahedral grids. A massively parallel geometric multigrid method is applied for the velocity
components in the Stokes system. This multigrid scheme is then used as an inexact
solver within a standard pressure correction algorithm based on the Schur complement
of the Stokes system.
This straightforward, lean and simple design becomes the basis for a very fast
simulation code. As a starting point to implement our Stokes solver, we use the Hierarchical Hybrid Grid (HHG) software framework [6, 26] that is written in C++ and
uses the MPI message passing system [29]. HHG has originally been developed for
scalar elliptic PDEs [5] on clusters with a few thousand cores and has demonstrated
high performance for these applications [26, 27]. In this paper, we will extend HHG
to run on current supercomputers with almost a million parallel threads. This development is driven by a novel parallel performance model that is used to analyze the
communication cost of the massively parallel execution. In particular, we find that,
despite the hierarchical multilevel structure, the extended HHG framework shows excellent parallel scalability for the Stokes system even on the largest supercomputers
currently available. The inherent sequential bottlenecks of the multigrid algorithm
are outweighed easily by the superior numerical performance of the solver.
Different from conventional FE software, HHG provides array-based data structures for all unknowns that avoid the overhead of indirect memory access. These
data structures also enable a storage-efficient matrix-free implementation. They are
extended in this paper to support systems of PDE and to solve the Stokes system for
creeping flows on complex geometries.
A stencil-like approach to processing structured sub-grids further boosts efficiency
by enabling fine-granular parallel execution. To fully exploit instruction level parallelism and thus increase the execution efficiency, we avoid a fine-granular handling of
dynamic data structures. This is one key to exploiting the power of modern supercomputer node-architectures. In particular, single instruction, multiple data (SIMD)
vectorization on each core and using OpenMP [12], for the node-level shared memory
parallelism become possible.
To gain a better understanding also of the node level performance we will introduce an innovative node level performance model and use it to optimize the computational kernel that eventually determines the efficiency of the solver. The model relies
on the white-box analysis [31, 45] of the performance-critical portions of the code.
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This analysis permits a-priori performance predictions, and thus guides the selection
of the solver, its components and their implementation on heterogeneous supercomputer architectures. Different from conventional wisdom, the performance analysis
will demonstrate that the algorithms are not memory bound on the current architectures and that the well-known roofline model [49] is inadequate to understand the
performance characteristics of the multigrid PDE solver in HHG. We also find that
current supercomputers do not yet deliver a floating point performance such that
flops can be considered free. Note here also that parallel message passing scalability
becomes harder to achieve when the node performance becomes better, and thus only
a holistic view, considering parallelism on all levels, from the core to the node and
from there eventually to a full petaflop system, will lead to efficient software.
The techniques to achieve high efficiency, as they are described in this article,
are inherently interdependent. The meshes and the FE discretization are specifically
designed to permit the use of structured sub-meshes. These are the basis for the
matrix-free algorithm design and the hierarchical grid structures. This is in turn
used in the multigrid algorithm and also for the parallel communication structure.
The design is overall crafted to permit stencil-based computational kernels employing
node-level parallelism and vectorization. Thus our article can be understood as an
exercise in the co-design of discretization, data structures, solver algorithm, and their
efficient parallel implementation.
As a result of this combined effort, we achieve compute times of a few minutes
on supercomputers in the 3-5 peta-class using several 100 000 processor cores for the
solution of a system with 2.7 · 1012 unknowns. This algorithmic building block can
then further be used within an extra outer iteration, such as, e.g., in a time stepping or
a non-linear loop taking into account solution dependent viscosities. These wall-clock
solution times are substantially better than in many competing solvers.
We structure our paper as follows: In Section 2, we describe the numerical discretization and the algebraic system of the Stokes equations. We then briefly discuss
our hierarchical hybrid multigrid and present an innovative performance model in
Section 3. In Section 4, the HHG solver is tested for performance and flexibility on
modern architectures ranging from a mid-size cluster to a petascale supercomputer.
We demonstrate the weak and strong scaling characteristics of the Stokes solver in
Section 5 on two TOP-10 supercomputers. Finally, models for the single node performance using 15-point matrix-free operator evaluations as well as the network communication performance are discussed, validated, and compared in Section 6.
2. Discretization and iterative solvers. As a step towards high-resolution
solvers for creeping flow models and as a prominent example for systems of PDEs
with saddle point structure, we consider the Stokes model problem in a bounded
polyhedral domain Ω ⊂ R3 :
−∆u + ∇p = f ,

(2.1a)

div u = 0.

(2.1b)

Here u := [u1 , u2 , u3 ]> denotes the fluid velocity, p the pressure, and f := [f1 , f2 , f3 ]>
a forcing term acting on the fluid. For simplicity, let us for now consider homogeneous
Dirichlet boundary conditions u = 0 on the boundary ∂Ω of the domain.RIn order to
make the pressure well-defined, we fix the mean value to zero, i.e., we set Ω p dx = 0.
The computational domain is subdivided into a conforming unstructured tetrahedral mesh T−1 that may contain anisotropic elements. Based on this initial triangulation, we construct a hierarchy of grids T := {Tl , l = 1, . . . , L} by successive global
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uniform refinement. More precisely, Tl+1 is obtained from Tl , l = −1, 0, 1, . . . , L − 1,
by decomposing each element uniformly into eight sub-elements, conforming to the
array-based data structures used in the HHG implementation; cf. Section 3.1 for
details. We point out that this uniform refinement strategy guarantees that all our
meshes satisfy a uniform shape-regularity assumption.
For the discretization of the field variables on the different grid-levels, we use linear
finite elements, i.e., given a mesh Tl ∈ T , we define the piecewise linear function space
Sl1 := {v ∈ C 0 (Ω) : v|T ∈ P1 (T ), ∀ T ∈ Tl }.
The discrete velocity-pressure pair is then approximated in the product space
1
Vl × Qm := [Sl1 ∩ H01 (Ω)]3 × [Sm
∩ L20 (Ω)],

m ∈ {l − 1, l}.

Notice that the above definition includes both, equal-level interpolations of the velocity and the pressure (m = l), and stable two-level interpolations (m = l − 1) as
proposed in [4, 46]. The boundary conditions on the velocity u as well as the meanvalue condition of the pressure p are directly built into the discrete function spaces.
Other kinds of physically relevant boundary conditions can be incorporated in the
usual way.
As it is standard, we use the following weak formulation of the Stokes problem
for discretization: find (ul , pm ) ∈ Vl × Qm such that
a(ul , vl ) + b(vl , pm ) = f (vl )
b(ul , qm ) − cm (pm , qm ) = gm (qm )
where we define the bilinear forms as
Z
a(u, v) :=
∇u : ∇v dx,

∀ v l ∈ Vl ,

(2.2a)

∀ qm ∈ Qm ,

(2.2b)

Z
b(u, q) := −

Ω

div u · q dx,
Ω

R
and the linear form as f (v) := Ω f ·v dx. The level-dependent forms cm (·, ·) and gm (·)
are added in case of equal-level interpolation m = l, since this combination would give
rise to stability problems [7]. This is compensated by additional stabilization on the
discrete level. In particular, we choose a pressure-stabilization approach based on the
addition of linear least-squares terms [33], where
Z
Z
X
X
cm (p, q) :=
γT
∇p · ∇q dx, and gm (q) := −
γT
f · ∇q dx.
T ∈Tm

T ∈Tm

T

T

δml h2T

If nonzero, the stabilization parameter γT ∼
depends on the element-diameter
hT and the shape of the element and must be carefully chosen to guarantee uniformly stable equal-level approximations and to avoid unwanted effects due to overstabilization; cf., e.g., [17].
2.1. Iterative solvers. In the following, we drop the subscripts l and m referring to the mesh-levels of the velocity and the pressure, respectively, in order to keep
the notation simple. Thus, we consider the algebraic form of (2.2). After discretizing
(2.1) with finite elements as described before, the problem can be written as

   
f
A B> u
=
,
(2.3)
g
B −C p
where u and p denote the coefficient vectors of the finite element approximations of
u and p, respectively. We recall that for m = l − 1, C = 0 and g = 0.
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2.2. Pressure-correction scheme. For the solution of the discrete problem,
we use a similar approach as in [46]: By formally eliminating the velocities from the
pressure equation, we can reformulate (2.3) equivalently as

  

u
f
A
B>
=
.
g − BA−1 f
0 −(BA−1 B> + C) p
Now the discrete problem for the pressure reads
Sp = r.

(2.4)

Here S = −(BA−1 B> + C) and r = g − BA−1 f define the pressure Schur complement system. In our numerical experiments, we solve the Schur complement (2.4)
by a preconditioned conjugate gradient method (SCG), where we choose a lumped
(diagonal) mass matrix preconditioner PS that is known to be spectrally equivalent
to S; see e.g. [28]. This simple preconditioning reduces effects of varying element
sizes and shapes.
Since the direct assembly of the matrix S cannot be performed efficiently, it is
applied indirectly by replacing each multiplication of the discrete inverse Laplacian
A−1 by a parallel geometric multigrid algorithm using V (3, 3)-cycles, which turned
out to be a good compromise between run-time and convergence, and consequently are
chosen throughout the paper. We use a specially tailored Gauß–Seidel smoother which
is compatible to the domain partitioned data structure, see also Subsection 3.1. Before
the first SCG iteration, three (mcycles = 3) V-cycles are performed to approximate the
residual of (2.4), and one (mcycles = 1) V-cycle within each subsequent SCG iteration.
One V-cycle includes the relaxation of all three (d = 3) velocity components. We
choose a zero initial guess for the V-cycle (mcycles = 1) of the first SCG iteration,
and then always take the vector of the previous iteration. The residual of (2.4) is
recalculated (restart, see [46]) after eight SCG iterations, since we only perform an
inexact solve for A−1 .
3. The key to performance. A mathematical analysis may show that algorithms have asymptotically optimal complexity, but this is just one step to make
simulation software run fast. Many parallel implementations of such algorithms underperform by orders of magnitude. In this paper, we will demonstrate the performance that can be achieved by carefully designed software on current top class
supercomputers. The mathematical models, the discretization, the algorithms, and
the software implementation must be analyzed, adapted, and possibly revised so that
they avoid unnecessary inefficiencies in data volume, data traffic, and arithmetic cost.
Additionally, we must of course justify the scalability of the algorithms and their
implementation. All design steps must be aimed at unprecedented levels of parallelism. Algorithms must be designed for reducing the need for synchronization and
communication wherever possible.
Beyond the coarse grained message passing parallelism, we must also achieve good
performance on each compute node. On current and future architectures, much of the
overall performance depends on the efficient fine granular parallel execution on the
node level. Sophisticated programming techniques that are adapted to the node memory hierarchy help to exploit instruction level parallelism. These requirements imply
restrictions on the discretization, the fundamental data structures, and the algorithmic patterns that can be used. We will present a scalability analysis for large scale
distributed execution of our multigrid solver. Here the theoretical knowledge about
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the algorithms will be combined with machine-specific measurements and models for
the communication delays. Furthermore, we employ an innovative performance model
that explains the node performance of the computational kernel in detail and explains
its intra-chip scaling behavior.
3.1. Hierarchical hybrid multigrid. The design of the HHG software framework [5, 6] is motivated by the goal to combine the flexibility of unstructured grids with
the superior performance that can be achieved on modern architectures on structured
grids. Therefore, HHG employs nested grid hierarchies and hierarchically organized
data structures. Specifically, HHG combines regular refinement and grid partitioning
in such a way that an execution paradigm using stencils can be realized, similarly as
in finite difference algorithms.
In this context, let us remark that the generation of the stencil code in HHG
can optionally be automated using the FEniCS Form Compiler (FFC) [38]. This
allows us to describe our forms in a high-level mathematical notation and generate
efficient C++ code that can be interfaced directly within the HHG infrastructure.
Thus the error-prone task of manually writing efficient code for the stencil setup can
be avoided, and it additionally provides a possibility of letting end-users customize
the model and discretization. The data structures are designed to support a storageand compute-efficient matrix-free implementation of geometric multigrid algorithms.
The main concepts are:
Grid structure. Starting with an unstructured coarse input grid, regular refinement is applied repeatedly, such that a nested hierarchy of meshes is generated. Each
grid in the resulting hierarchy is then decomposed into the following geometrical
primitives associated with the input grid: elements, faces, edges, and vertices. For
the uniformly refined grids, each of these geometry primitives of the input grid acts as
a container for a subset of unknowns. These sets of unknowns can be stored in arraylike data structures, resulting in a contiguous memory layout that conforms inherently
to the refinement hierarchy. In particular, the unknowns can be accessed without indirect addressing so that the overhead is reduced significantly when compared with
conventional sparse matrix data structures.
The same techniques can be exploited to implement the multigrid prolongation
and restriction operators efficiently and without requiring additional memory. These
HHG data structures also serve as the basis for implementing efficient parallel communication routines. The geometry primitives contain the nodes of the refined meshes
and additionally appropriate layers of ghost unknowns, as illustrated (for the sake of
simplicity in 2D) in Fig. 3.1. An operator is evaluated on all inner points of the edge
primitive and on both element primitives.
Parallelization. The HHG framework is based on distributed memory parallelism
using the message passing interface (MPI). Here it is again essential that the unknowns
of the refined meshes are grouped in data structures corresponding to the geometry
primitives of the input mesh. The ghost layers can be updated systematically by
message passing provided that the adjacent geometry primitives reside on different
processors (otherwise shared memory can be used). This is designed to respect the
data dependencies according to these groups. To reduce communication overhead
special caching strategies are employed and small messages are grouped appropriately
to save on communication startup times. In the current implementation, certain
dependencies that exist between the primitives of the same group (i.e., on edges of
the same face of a coarse mesh element) are ignored to improve parallel efficiency. In
other words, these unknowns are handled using a block Jacobi-like execution instead
6

Figure 3.1. Illustration (in 2D) of the message passing between adjacent finite elements via
the interface data structure (here a 1D-edge of the input grid). Here the inner nodes are marked
in gray, ghost nodes that hold copies of values and that are used for parallel communication (as
indicated by the arrows), are marked in black.

of in a Gauß–Seidel fashion.
Summarizing, we obtain a hybrid processing structure as follows: first all unknowns on the vertices of the input grids are updated in parallel, then all those unknowns on the edges of the input grid, followed by all those on the faces, and finally
all unknowns in the interior of the input mesh elements. The ghost layers must be
updated between the processing steps, thus preserving the Gauß–Seidel character of
the smoother between the primitives of different type. Only for unknowns in different
primitives of the same type a Jacobi-like update might occur. Serendipitously, this
special processing order does not have a significant effect on the overall convergence
of the solver; cf. [6]. For the new class of machines, additionally OpenMP parallelization was implemented to improve the node-level parallelism. Generally, this form of
hybrid parallelism can lead to advantages since it allows to reduce the number of MPI
processes and increases the amount of main memory that is available per process.
Multigrid. Based on the grid partitioning described above, the implementation
of the multigrid algorithm is quite straightforward using the HHG data structures.
In this context, we point out that all smoothers are applied within the blocks of
the primitives. Different point-wise and block-wise smoothers are available, but we
restrict ourselves to the row-wise red-black smoother in this paper. In contrast to
a classical lexicographic Gauss–Seidel smoother, the row-wise red-black smoother reorders the unknowns such that they are decoupled within one line as it is introduced in
the next subsection. Further, linear prolongation and restriction that reflect the natural embedding of the conforming finite element spaces are used within the multigrid
hierarchy. As solver on the coarsest multigrid level T1 , several options are possible,
including using a parallel direct solver or an algebraic multigrid method, such as hypre
[18]. For our current performance study we want to avoid the dependency on external
libraries, and thus simply employ suitable diagonally preconditioned Krylov subspace
coarse-grid (CL) solvers. Since the implementation is straightforward within the HHG
software framework, and since they do not have tunable algorithmic parameters, this
simplifies the analysis of the communication and performance behavior. Krylov methods are not scalable to large problems, but in our case they perform acceptably as
coarse grid solvers and do not contribute significantly to the total run time.
3.2. Single node model. The regular refinement of a tetrahedral block leads to
15-point stencil operators (see Fig. 3.2) that are operating on the coefficient vectors.
The points are collected in planes and are denoted by top plane (tp), middle plane
(mp), and bottom plane (bp). The rows within the planes are denoted by top row
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Figure 3.2. Row-wise red-black (red and black circles) coloring of a 15-point stencil (dashed/red
lines). The grey-shaded polygons indicate planar layers of unknowns in the 3D grid and one exemplary tetrahedron in shaded in blue. The labels correspond to the offsets used for addressing the u[]
array in Listing 1. The stencil advances through the lattice from left to right (inner loop), front to
back (middle loop), and bottom to top (outer loop).

(tr), middle row (mr), and bottom row (br). Neglecting the boundaries, the mesh
consists of six times more elements than grid points. Each grid point is surrounded
by 24 elements. For the Stokes system and a equal-level discretization, we have four
unknowns (three for the velocity components and one for the pressure component)
per grid point.
As the stencil operations constitute about 90% of the total computation time,
analyzing and optimizing their performance is essential and has been studied intensively over the past 15 years, see e.g. [35, 24]. Here we model the node performance
for the smoothing step. The goal is to gain insight into the relevant limitations of the
performance on current architectures. Those findings serve as a starting point for the
discussion of further single-node optimization opportunities. All performance numbers in this section use the lattice site updates per second metric (Lups/s) [31] which
relates the relevant useful work (updating discretization points) to the run-time.
The basic algorithm in the smoother consists of the application of a 15-point stencil with constant coefficients in a row-wise red-black Gauss–Seidel update scheme, as
shown in the listing 1. The basic processing order is a lexicographical one. Only
within each single row, the points are grouped into two colors: red for every second point and black for the remaining points. All points of the same color have no
dependencies, which allows an efficient processing. The highly optimized innermost
loop, which updates one color, i.e., every other grid point in the inner lattice dimension, is shown in Listing 1. Note that this algorithm exploits the contiguous memory
layout of the HHG data structure by using base pointers and index offsets to read
and update the data within the grid lines. No indirect addressing or complex index
arithmetic is necessary. Once the base pointers have been initialized according to
structured subsets of the tetrahedral mesh data structure within HHG, only simple
index increments are necessary and the code can stream data efficiently through the
update process exploiting the features of a high performance micro architecture, such
as, e.g., pipelining, prefetching, or branch prediction.
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Listing 1
Innermost update loop for one color of the red-black 15-point stencil. This results in the stride
of 2 in the index variable. The red-black ordering is employed in the inner dimension only, so
that the loop boundaries are constant. All arrays are of value-type double.
for ( int i =1; i < ( tsize -j -k -1); i = i +2)
{
u [ mp_mr + i ] = c [0] * (
-c [1] * u [ mp_mr + i +1] - c [2] * u [ mp_tr +i -1]
c [4] * u [ tp_br + i ]
- c [5] * u [ tp_br + i +1]
c [7] * u [ tp_mr + i ]
- c [8] * u [ bp_mr + i ]
c [10]* u [ bp_tr +i -1] - c [11]* u [ bp_tr + i ]
c [13]* u [ mp_br + i +1] - c [14]* u [ mp_mr +i -1]
}

+

c [3] * u [ mp_tr + i ]
c [6] * u [ tp_mr +i -1]
c [9] * u [ bp_mr + i +1]
c [12]* u [ mp_br + i ]
f [ mp_mr + i ] );

-

In order to understand the efficiency and to guide possible optimization strategies
for this algorithm, we need to construct a chip-level performance model. The simplest
model of this kind is the Roofline Model [50] which assumes that loop performance is
either limited by a data transfer bottleneck (e.g., memory bandwidth) or the maximum
throughput of the floating-point units in the cores. While the bandwidth limitation is
often easy to obtain once the data transfer properties of a loop are known, the in-core
execution is harder to model. This is because there are relevant bottlenecks on the
core level beyond raw arithmetic throughput, and because the data transfers through
the cache hierarchy cannot be ignored. Thus the simple Roofline Model falls short in
predicting accurately the performance, and we therefore employ the Execution-CacheMemory (ECM) model [30, 45].
This model uses the instruction throughput capabilities of the architecture as
the primary architectural resource (just like the roofline model), and then adds runtime contributions from necessary data transfers based on bandwidth capabilities
(assuming perfect streaming without latency effects) and actual data volumes through
the entire memory hierarchy to arrive at a prediction for single-core performance.
Scaling across cores is assumed to be perfect until a bottleneck is hit, such as
the bandwidth limitation of the main memory. Since data transfers in the memory
hierarchy occur in units of the cache line size (64 bytes), the model considers a “work
unit” of one cache line’s length, i.e., eight double precision stencil updates in this case.
In the following, the time required for one work unit is determined for each level of the
memory hierarchy and the instruction execution in the processor core. See Fig. 3.3
for an illustration of the model and Sec. 4.1 for a description of the testbed.
As a start, we examine the single core execution time arising from the innermost
loop. Although the compiler reports that the loop is vectorized, the instruction code
analysis shows that only the arithmetic instructions (add and multiply) are fully
data-parallel. Loads and stores, however, are scalar or half-wide, thus not exploiting
the full capability of the architecture. This is not surprising due to the stride of
two in the inner loop (see Listing 1) and the lack of a gather instruction, which
would allow for a vectorized load from non-consecutive addresses. Especially with
AVX (Advanced Vector Extensions) vectorization [39], where 32 Bytes (e.g., four
double precision elements) can be processed by one instruction, this results in large
instruction overhead since a vector register must be assembled from smaller pieces.
We therefore refrained from a manual analysis of the instruction throughput (mapping
of instructions to processor ports). Instead, we performed a direct measurement with
all data in the L1 cache, which yields a core execution time of 104 cycles for one work
unit (eight stencil updates). This is the in-core contribution shown in Fig. 3.3 (far
left).
For the data transfers within the cache hierarchy, we assume the theoretical band9
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Figure 3.3. ECM model for the 15-point stencil on an Sandy Bridge (SNB) core. An arrow is a
64 Byte cache line transfer. Memory bandwidth was measured using the STREAM benchmark [40],
whereas inter-cache bandwidth as well as load (LD) and store (ST) capabilities of the core (assuming that Intel Advanced Vector Extensions [AVX] can be used) are available in the processor
documentation.

width limits of the Sandy Bridge (SNB) architecture (32 bytes per cycle between adjacent cache levels). As for memory access, one socket of the test system can sustain
a maximum memory bandwidth of 42 GB/s (i.e., 15.6 bytes per cycle at the fixed
clock speed of 2.7 GHz), as measured by a suitable array update microbenchmark.
In double precision, the minimum required main memory data traffic is 3 × 8 = 24
bytes per lattice site update: one evict on u[mp_mr+i], one load on u[tp_mr+i],
and one load on f[mp_mr+i]. This is because the stencil advances through the grid
in such a way that u[tp_mr+i] is the first element loaded from memory into cache
and is subsequently re-used 14 times if the cache is large enough to hold three full
x-y layers of the grid (“layer condition”). These layers are aligned with the shaded
polygons in Fig. 3.2. The way the grid partitioning is done, one grid layer is never
larger than 64k grid points, since there are never more than 256 grid points in the x
and y dimensions. This amounts to a cache requirement of 65536 × 3 × 8 = 1.5 MiB
per core. Hence, the layer condition is fulfilled in the L3 cache without the need for
spatial blocking [31]. On the other hand, the L2 (256 KiB) and L1 (32 KiB) caches are
too small to hold three layers and thus have to supply two more cache lines per work
unit. Transferring three cache lines between memory and L3 cache takes 12.3 cycles,
and 10 cycles are required for moving 5 cache lines between caches, respectively (see
Fig. 3.3). Assuming that none of the different contributions overlap with each other
(i.e., run in parallel), the resulting worst-case performance prediction for single-core
execution is 2.7 GHz/136 cycles · 8 Lups = 159 MLups/s.
Regardless of which of the contributions actually overlap, the ECM model reveals
that the single-core performance is dominated by instruction execution, with data
coming from the L1 cache (104 cycles vs. 10+10+12.3 cycles = 32.3 cycles per cache
line). Moreover, due to the layer condition being violated in the L2 and L1 caches,
the time for data transfers from main memory is comparable to the time for in-cache
transfers.
Whether and when overlapping can occur is very difficult to predict analytically
as it may depend on the instruction code, the data access pattern, and the relation
between the different run-time contributions. It is known, however, that refills and
evicts from and to the L1 cache cannot overlap with a strongly load/store-bound
code running on the core [30]. Hence, the model can provide upper and lower bounds:
This corridor is between 136 cycles (no overlap, see above) and 104 + 10 = 114 cycles
(no overlap at L1 and full overlap of all remaining contributions) for eight stencil
updates, which translates to 159 MLups/s and 189 MLups/s, respectively. Comparing
these results with a measured performance value of 176 MLups/s reveals that there is
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at least some overlap in the hierarchy.
In the absence of other scalability impediments, the scaling behavior of the stencil
smoother across the cores of a chip can be inferred from the single-core performance
prediction by assuming perfect scaling until the aggregate memory bandwidth saturates. The L3 cache of the SNB chip, although a shared resource, is not a bottleneck
here due to its segmented architecture; thus, the only relevant bottleneck is the memory interface. Even assuming best-case single-core performance of 189 MLups/s, the
bandwidth limit of 42 GB/s/24 B/Lup = 1.75 GLups/s cannot be reached utilizing
the available eight cores. The ECM model therefore predicts that the kernel is not
memory-bound. The data also suggests that, everything else (such as clock frequency
and memory bandwidth) being equal, the code would scale well up to about ten cores.
See Sect. 6.1 for a discussion of performance measurements and model predictions on
the socket level. Summarizing, the ECM model permits accurate predictions of the
node level performance and is thus a basis for us to show that the kernels in HHG
perform close to optimal.
3.3. Communication model. To improve the understanding of the parallel
execution within the Stokes solver, we extend the diagnostic communication model
originally proposed in [26] to include the communication in the Schur complement
solver for the pressure. This will show that also the Stokes solver based on HHG is
scalable and will help to quantify the communication overhead. In addition, detailed
measurements for the IBM Blue Gene/Q are presented in Section 6.2.
Next, we consider network bandwidth (bw) as well as latency (lat) to determine the performance of the communication. In our algorithm, ghost layer exchanges
are implemented by point-to-point (p2p) communication routines (MPI_Isend and
MPI_Irecv). In general, these exchanges are limited by the available bandwidth on
the fine meshes and by latency on the coarser meshes.
Global reductions (red) in scalar products or norms are implemented by collective
operations (i.e. MPI_Allreduce). As we typically only reduce single values, this type
of communication is limited by latencies.
We split the overall communication time tcomm into the total delays due to latency
tot
and bandwidth for point to point communication (ttot
p2p,bw and tp2p,lat , respectively),
and into the total time due to latency for reduction operations ttot
red,lat :
tot
tot
tcomm = ttot
p2p,bw + tp2p,lat + tred,lat .

The following analysis considers one SCG iteration, i.e., one step of the preconditioned conjugated gradient iteration applied to the Schur-complement system (2.4).
The communication cost of one SCG iteration is equal to the cost of the initialization
of the SCG, with the exception that three V-cycles are applied instead of one V-cycle.
3.3.1. Bandwidth. The transfer time between nodes for double precision values
with pcores cores per node is
ttot
p2p,bw = 8 Bytes ·

ncomm pcores
,
bwcomm

where bwcomm is the effective network bandwidth, and ncomm is the number of sent and
received grid points per core. Communication is necessary both, in the SCG algorithm
and in the multigrid approximation of A−1 in (2.4). We split up the communicated
grid points ncomm in those points caused by the multigrid algorithm nmg
comm and in
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those coming from the remaining operator evaluations during the SCG scheme npc
comm
(without the multigrid solve)
pc
ncomm = mcycles ntot,mg
comm + ncomm

with mcycles V-cycles per SCG iteration. In both parts, the number of communicated
grid points on level l are roughly (neglecting lower order terms coming from the edge
and vertex primitives)
nlcomm ≈ (4 − λ)

2l−1 2l−1
,
2

(3.1)

per process and ghost layer exchange. Here, λ is the number of face primitives per
input element with a neighboring element located on the same compute node. In this
situation, the ghost layers are exchanged by shared memory and are not transferred
by the network (see also Sec. 3.1). One tetrahedral element primitive has four triangle
face primitives. The second factor in (3.1) is the number of interior vertices of the
mesh Tl , l = 1, . . . , L on each macro grid face. If l = 1 then we have three inner
vertices since the macro grid T−1 is refined twice to obtain T1 .
An edge of a triangular face primitive contains about 2l−1 grid points. In contrast
to a quadrilateral face primitive, a triangular face primitive only owns roughly half of
the grid points, which gives rise to the factor two in the denominator.
In the multigrid algorithm, ghost layer exchanges take place after each smoothing,
residual computation, and prolongation. This sums up to ν1 +ν2 +2 (with ν1 = ν2 = 3
in this work) transfers on each grid level for one V (ν1 , ν2 )-cycle and consequently
l
nl,mg
comm = d (ν1 + ν2 + 2) ncomm .

Recall, d is the number of velocity components (d = 3).
1
On the coarsest level, we have to transfer n1,mg
comm = mcl · ncomm values, where mcl
denotes the number of coarse-level iterations (CL). In total, during one V-cycle, we
send and receive
ntot,mg
comm =

L
X

nl,mg
comm

l=1

grid points.
The remaining operations that are necessary in a SCG iteration are the application of the discrete divergence and gradient operators, B and B> , respectively, each
requiring three ghost layer exchanges. Moreover if C is non-trivial, we need another
ghost layer exchange for the application of the pressure stabilization operator C.
Hence, excluding the communication resulting from the V-cycles, each SCG iteration,
requires the communication of
L
npc
comm = 7 ncomm ,

grid points. In contrast to the V-cycle which traverses all levels, the SCG is only
applied on the finest level L.
3.3.2. Latency. On coarser grids the surface-to-volume ratio is reduced and
thus latency is more severe. Let us first consider point-to-point latency: on every
level where relaxations take place, ν1 + ν2 + 2 ghost layer exchanges are performed
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for all three velocity components. One stencil application is executed during each
CL iteration, corresponding to one additional ghost layer exchange in every iteration.
The total number of latency delays is

np2p,lat = d mcycles γ (ν1 + ν2 + 2) (L − 1) + mcl ,
(3.2)
where γ is the number of transferred messages per ghost layer exchange; for HHG this
number is determined in [26]. Consequently, the point-to-point latency is
ttot
p2p,lat = np2p,lat tp2p,lat , pcores ,
where tp2p,lat stands for the latency consumed for one elementary message.
Secondly, let us consider latency by global reductions: These reductions are employed to calculate two scalar products within each CL iteration. For this, many
MPI implementations use a binomial tree algorithm with complexity log2 (N ). Consequently, for pnodes compute nodes, this leads to a total latency for reductions ttot
red,lat
of

ttot
red,lat = 2 d mcycles mcl log2 (pnodes ) tred,rt + tred ,
with a latency time tred of an 8 Byte collective floating point add operations, and a
round trip hop delay of tred,rt . Both times tred and tred,rt depend on the used hardware
and can be found by measurements.
4. Portability and Flexibility. In this section, we will turn our attention to
the characteristics of different HPC clusters and application geometries. First, we
introduce the clusters that we use for scalability tests, followed by a description of
our benchmarks. We compare the weak scaling characteristics of the Stokes solver for
three different geometries and show numerical results for buoyancy-driven flow.
4.1. Clusters. Let us give a brief overview of the specifications of a mid-size
HPC cluster and two of the leading supercomputers of the TOP500 list1 :
The mid-size LSS-cluster is installed at the Chair for System Simulation (LSS)
of FAU Erlangen-Nürnberg and is representative of the class of computers that can
be found in many computationally oriented research groups where it is used for scientific software development, visualization, and production runs. Our cluster has
288 (physical) Intel Xeon E7-4830 compute cores arranged in 9 nodes, where each
node is equipped with 256 GB of main memory. The nodes are connected by a QDR
Infiniband network.
JUQUEEN2 is an IBM Blue Gene/Q (BG/Q) system with a peak performance of
more than 5.9 petaflop/s. Although the clock-frequency of the BG/Q architecture still
remains relatively low, it has nearly doubled and the number of processors per node
has quadrupled compared to the older Blue Gene/P systems. Each of the 16 cores
available for user applications can execute four hardware threads; these threads must
also be used to achieve the best execution performance since they help to hide the latencies in the in-order processor architecture. A five-dimensional torus network results
in short communication paths within the system, and the network for collective communications is implemented within the torus network. The fifth dimension is always
limited to length two. HHG was compiled by the IBM XL C/C++ compiler V12.1
1 www.top500.org
2 www.fz-juelich.de
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(using flags -O3 -qstrict -qarch=qp -qtune=qp) and linked to MPICH2 version
1.5. The #pragma disjoint compiler directive was used to improve vectorization.
SuperMUC3 is a 3.2 petaflop/s IBM x iDataPlex cluster. Each node is equipped
with two Sandy Bridge EP (SNB) Intel Xeon E5-2680 8C sockets that provide 16
physical cores or 32 logical cores with hyper-threading. The Intel Xeon processors
deliver a significantly higher core and node performance than the PowerPCs in the
IBM architectures, however, at the price of higher power consumption. The nodes
are linked by an Infiniband tree. HHG was compiled with the Intel compiler version
13.1.0 (using flags -O3 -xAVX -fno-alias) and linked to Intel MPI version 4.1.0.030.
For optimal vectorization, the #pragma simd compiler directive was employed where
appropriate.
A comparison of both peta-scale systems is displayed in Tab. 4.1. JUQUEEN
will be used in Subsection 4.3 for weak scalability tests on different geometries. The
time dependent simulation of a the buoyancy-driven flow in Subsection 4.4 will be
using the LSS-cluster. Both SuperMUC and JUQUEEN will then be employed for
the extreme scale example runs and the performance analysis in Sections 5 and 6.
Table 4.1
Overview of JUQUEEN & SuperMUC

System
Ranking in TOP 500 (November 2013)
Processor
SIMD (256 bit)
Peak Performance
Clock Frequency
Number of Nodes
Node peak performance
Sockets/Cores/Threads per Node
Socket L1D/L2/L3 cache
Memory per Thread
BW Flop to Byte Ratio
Theoretical socket BW
Network Topology

JUQUEEN
Blue Gene/Q
8
IBM PowerPC A2
IBM QPX 4-way
5 872.0 TFlop/s
1.6 GHz
28 672
204.8 GFlops/s
1/16/64
16×16k/32M/0.25 GB
4.78
42.6 GB/s
5D torus

SuperMUC
System x iDataPlex
10
Intel Xeon E5-2680
Intel AVX 4-way
3 185.1 TFlop/s
2.8 GHz
9 216
358.4 GFlops/s
2/16/32
4×32k/4×256k/20M
1 GB
7
51.2 GB/s
Tree

4.2. Benchmark geometries. We apply the Stokes solver to three different
geometries. Besides the generic unit cube, we also consider two other examples with
typical applications of large scale flow solvers in mind. The spherical shell arises
naturally in the simulation of the Earth’s mantle, and the network of channels is
motivated by medical and micro-fluidic applications.
a) Unit cube. Our first benchmark uses a fully structured tetrahedral mesh of a
cube with N cells in each direction that yields a total number of 6N 3 tetrahedra and
(N + 1)3 vertices. The resulting mesh is depicted in Fig. 4.1(a).
b) Spherical shell. Our second benchmark geometry is a spherical shell, i.e., the
region between two concentric spheres of different radii. To obtain a quasi-uniform
coarse grid satisfying the usual shape-regularity assumptions, we use a construction
due to Baumgardner [3]: The initial step is the triangulation of the boundaries, for
which we map the twelve vertices of a regular icosahedron onto a sphere. By connecting these vertices by thirty geodesic arcs, we obtain a mesh consisting of twenty equal
3 www.lrz.de
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(a) unit cube

(b) spherical shell (cut)

(c) network of channels

Figure 4.1. Geometries and partition the meshes used in the benchmarks.

spherical triangles. Recursively applying a dyadic midpoint refinement in terms of
geodesic arcs, then allows us to generate surface meshes with the desired resolution.
This triangulation immediately induces a uniform discretization of the shell-volume
with prismatic elements. In the last step, we refine the mesh into a hierarchy of conforming tetrahedral meshes, that is well adapted to the array-based data structures
used in HHG [27]; cf. Fig. 4.1(b) for an illustration of the coarse mesh. The resulting mesh shows some structure and periodicity in the angular directions and is fully
structured in radial direction.
Note that we approximate the sphere by a polyhedron that is defined by the
coarse mesh used in HHG. In the subsequent levels of structured refinement, the fine
grid nodes are placed on the planar triangles. In our large scale runs reported in
Sec. 5 the Earth mantle will be resolved by a fine mesh with less than 1km resolution.
The corresponding coarse mesh has a side length of roughly 109 km. This results in
a deviation of the fine grid boundary nodes from the ideal sphere of about 300 m.
c) Bifurcations in a network of channels. In our third benchmark, we consider a
quasi-uniform triangulation of a network of bifurcating and rejoining channels. The
tree-like structure of the domain is depicted in Fig. 4.1(c). The input mesh is generated
by the Gmsh mesh generator [23] and is fully unstructured.
For comparability of the different examples, we choose a trivial right hand side
f = 0 and no-slip conditions in all examples yielding the exact solution u = 0. In
the following numerical experiments, we then always start our iterative solver from a
nonzero coefficient vector that is randomly generated and specify a fixed number of
SCG iterations to illustrate the scalability of the solver.
4.3. Comparison of the weak scalability for the different geometries.
This section is devoted to compare the weak scaling characteristics for the different
geometries of Sec. 4.2. Here we will already reach a very fine resolution, though we
do not yet attempt to use the largest machine to their full capacity. A more detailed
analysis of the numerical issues, analysis of extreme scalability, as well as strong
scaling results for the spherical shell will be presented in the subsequent sections.
In a first weak scalability test for the Stokes solver, we perform a sequence of runs
with increasingly finer resolution. Multigrid is known to scale with linear complexity,
although it is considered difficult to parallelize efficiently because of the inherently
sequential processing of the grid hierarchy [15]. Here the multigrid in the inner loop
of the SCG consumes the major portion of the overall solution time. We will show
that a careful implementation, as in HHG, provides excellent scalability. Since we are
primarily interested in the communication behavior, the number of SCG iterations
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is set to 22 for all cases to guarantee a high accuracy. Note that the numerical
convergence is worse for the network of channels than for the cube. This is caused by
tetrahedra with suboptimal shape. To recover the ideal convergence rates, modified
smoothers could be used, see [25].
Tab. 4.2 presents weak scaling experiments on all three geometries, where the
number of threads is increased by a factor of eight in each row. As introduced, HHG
uses uniformly refined tetrahedral blocks. Here these mesh blocks have a size of 1293 /6
grid points. The largest runs in this setup comprise in total around 8.5 · 1010 grid
points. For the weak scaling experiments, two mesh blocks are distributed to each
thread on a single JUQUEEN core.
Table 4.2
Run-time and number of CL iterations mcl (in brackets) of 22 SCG iterations for three different
meshes on JUQUEEN.
Threads
30
240
1 920
15 360
122 880

Blocks
60
480
3 840
30 720
245 760

Cube
78 s (10)
115 s (15)
117 s (20)
130 s (45)
167 s (90)

Spherical shell
89 s (10)
114 s (10)
121 s (15)
133 s (20)
153 s (40)

Blocks

3 570
29 295
244 355

Channel network
115 s (10)
149 s (20)
204 s (40)

The number of coarse level iterations mcl for the different geometries is listed in
Table 4.2. Note that we set mcl to a sufficiently large value which depends on the
size and topology of the coarsest mesh. Our criterion for choosing a sufficiently large
value is that the convergence rate of the multigrid iteration does not improve further.
Different geometries and their partitioning influence both the numerical performance, i.e., the convergence rates, and the scaling behavior, i.e., the communication
overhead. For example the spherical shell has a more complex connectivity on the
coarse input mesh than the cube. To identify and better understand the performance
implications caused by the mesh structure, we perform the following experiment. We
set the same number of CL iteration for the cube as well as for the spherical shell.
Now, the workload for both geometries is comparable. The largest run with the cube
geometry consumes 146 s using only mcl = 40. This leads to a poor convergence and
is only relevant in this experiment where we attempt to isolate the scalability effects
of mesh structure from numerical issues. Hence, the cube geometry slightly scales
better than the spherical shell mesh when purely considering the grid decomposition.
However, the run-times for both geometries are comparable, since both input meshes
are basically structured and fully three-dimensional geometries. Nevertheless, the
spherical shell has a more complex connectivity, since there are edges adjoint to four
as well as to five blocks in contrast to only four in case of the cube. In addition
the number of boundary points is reduced due to the periodicity in the non-radial
directions.
The bifurcating channels have no regular structure on the input mesh. We observe
similar run-times for the solver in the smaller runs, since most of the blocks are located
at the boundary of the domain, thus have a relatively low connectivity. For the largest
run however, we observe a significant shift towards primitives with a higher topological
connectivity which is the reason for the increase of the overall run-time. Nevertheless,
also for this example we are still in the range of a few minutes for more than 1011
degrees of freedom on 61 440 cores.
4.4. Application to buoyancy-driven flow in a spherical shell. As a motivation for potential future applications, we consider a simplified mantle convection
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model. Here solving the Stokes problem consumes a major part of the computational
resources. We assume constant viscosity in the whole earth’s mantle, and we employ
the Boussinesq approximation. The resulting problem is given by a quasi-stationary
Stokes flow coupled to an instationary heat equation in a space-time domain Ω×[0, T ]:
−∆u + ∇p = −RaT er ,

(4.1a)

div u = 0,

(4.1b)

∂t T + u · ∇T = ∆T.

(4.1c)

Here Ra denotes the Rayleigh number which characterizes the influence of convection
in the mantle, and er is the gravity unit vector pointing to the center of the sphere.
In order to solve the system (4.1) on the spherical shell geometry described in
Sec. 4.2 for the unknown fields u, p and T with given initial and boundary conditions,
we discretize and linearize the problem as follows: The Stokes part (4.1a–4.1b) is
treated using the approach described in Section 2, and for the heat equation (4.1c)
we use the streamline-upwind Petrov–Galerkin (SUPG) method [8] combined with an
explicit Euler method for the integration in time. The latter choice decouples the
Stokes equation from the time stepping, reducing the problem to an explicit step for
the temperature and an implicit solve of the discrete quasi-stationary saddle-point
problem (2.3) per time-step. Due to the explicit treatment of the heat equation, the
Courant–Friedrichs–Lewy (CFL) criterion dictates a sharp upper-bound on the length
of these time-steps. Different variants of explicit time-integrators are being used in
convection-codes; e.g., [9, 10, 21, 36].
As initial conditions, we choose an interpolation between the core and the surface
temperature which are set to T = 1 and T = 0, respectively. The symmetry is broken
by adding random perturbations to T . For the flow, we set no-slip conditions on all
boundaries. The initial conditions for u and p are calculated by solving (4.1a–4.1b)
before the calculation of the first time-step of (4.1c) takes place. Figure 4.2 depicts
a time-series of the temperature field during a numerical simulation from HHG. The
complete time-dependent discretization of (4.1) contains 6.5 · 109 unknowns and is
solved on the LSS-cluster as described in Sec. 4.1 using eight nodes. Within each of
the 10 000 time-steps, the Stokes system is updated in roughly 60 seconds, leading
to an overall run-time of seven days. The contribution of the energy equation to
the overall computational effort is below 10%. To reduce the size of the output files
such that they are smaller than 100 gigabytes in each time-step, the mesh must be
restricted to a coarser level for visualization.
In summary, we demonstrate here that with the HHG approach it is feasible to
solve a time-dependent flow problem with more than a billion mesh points and for
tens of thousands of time steps even on a moderately large cluster.
5. Scalability to extreme resolutions. Here we consider the spherical shell
for scalability experiments up to extreme resolutions. We perform two experiments
with different accuracy requirements. In a time stepping scenario, we expect that an
Euclidean norm reduction of the residual vector [r̃1 , r̃2 ]> of the Stokes system (2.3)
(cf. [47])
    
 
f
r̃1
A B> u
=
−
,
(5.1)
g
r̃2
B −C p
by 103 will be sufficient (case A). For a full solution as may e.g. be required in the
initial time step for (4.1a–4.1b), we require a residual reduction by 107 (case B).
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Figure 4.2. Temperature field (volume-rendering top, iso-surfaces bottom) of the thermal advection in a thick spherical shell after 3 350, 6 650 and 10 000 time-steps with Ra = 107 .

5.1. Weak scalability. On SuperMUC, 16 blocks are assigned to each core.
Using four hardware threads turns out to be necessary on JUQUEEN to reach full
performance, but on SuperMUC hyperthreading did not lead to a performance improvement. The setup times (i.e., mesh generation, stencil computations) are in the
range of 10 s − 20 s for JUQUEEN and somewhat smaller for SuperMUC. The first
rows of the Tab. 5.1 and Tab. 5.2 display the execution time spent for the solution
on a single compute node for the two cases (A) and (B). The first row corresponds
to a global mesh resolution of 32 km for the Earth mantle. In each following row,
the mesh resolution is increased by a factor of two and consequently the number of
threads increases by a factor of eight.
Table 5.1
Weak scaling and run-time for the spherical shell geometry on JUQUEEN.
Nodes
1
4
30
240
1 920
15 360

Threads
30
240
1 920
15 360
122 880
983 040

Grid points
2.1 · 1007
1.6 · 1008
1.3 · 1009
1.1 · 1010
8.5 · 1010
6.9 · 1011

Resolution
32 km
16 km
8 km
4 km
2 km
1 km

Case (A)
30 s
38 s
40 s
44 s
48 s
54 s

Case (B)
89 s
114 s
121 s
133 s
153 s
170 s

Table 5.2
Weak scaling and run-time of the spherical shell geometry on SuperMUC.
Nodes
1
2
15
120
960
7 680

Threads
4
30
240
1 920
15 360
122 880

Grid points
2.1 · 1007
1.6 · 1008
1.3 · 1009
1.1 · 1010
8.5 · 1010
6.9 · 1011

Resolution
32 km
16 km
8 km
4 km
2 km
1 km
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Case (A)
16 s
20 s
24 s
27 s
34 s
41 s

Case (B)
51 s
63 s
73 s
80 s
107 s
131 s

For the largest run on JUQUEEN, we use a hybrid parallel programming model
where OpenMP and MPI are combined. This helps to reduce the memory requirements in the setup phase, such as for local copies of the input mesh in the partitioning
procedure. As shown in the following subsection, this does not severely affect execution times on JUQUEEN.
Fig. 5.1 of HHG displays a share of the execution time for the individual algorithmic components when run with 15 360 threads for case (A). As a diagnostic tool, we
use Scalasca [22]. Even for a simulation with only few time steps, the run-time of the
setup phase does not significantly contribute to the overall runtime. Note that about
one third of the overall solver time (pressure correction) is spent in communication.
Within the Stokes solver, the implicit construction of the Schur-complement by the
multigrid method constitutes the major portion of computational effort. The results
also exhibit that the parallel efficiency of multigrid algorithms is best on the finest
level, since the balance between computation and communication becomes worse on
coarser levels of the hierarchy (multigrid, w.o. finest level ). The data in Fig. 5.1 show
the time for the coarsest level separately (multigrid, CL). Here, the scalar products
(multigrid, CL, scalar product) cause the major part of the communication time.
For this paper, the solver on the coarsest mesh is consistently implemented by a
diagonally preconditioned conjugate gradient method and thus ultimately as a nonoptimal method. However, the total cost of the coarse grid is already below 15% of
the run time. This could be further reduced by resorting to stronger coarse solvers,
such as the algebraic multigrid package hypre [18]. In total, parallel mcl = 20 steps
Computation
Multigrid, CL,
scalar product

0.1 s
1.0 s

Multigrid, CL

4.5 s
1.6 s

Multigrid, w.o.
finest level

8.8 s
4.6 s

Multigrid

28.2 s
8.5 s

Pressure
correction

38.2 s
12.2 s

Overall

42.6 s
15.8 s

Communication

Figure 5.1. Run-time share of the parallel Stokes solver on JUQUEEN with 15 360 threads.

are performed in each V-cycle during this measurement and for the strong-scaling
experiment in Section 5.2. During the weak scaling, mcl increases from 10 to 70.
For the large problems, 7 SCG iterations are required for case (A) and 22 for case
(B) to reach the prescribed accuracy. This yields an average residual reduction per
outer SCG step of about 2.1 for the solve, and 2.7 for the time-stepping case. To
maintain a comparable workload per process on all levels, we fix the iteration count
of the SCG scheme to the numbers stated above. The timings, however, include the
increasing solution time on the growing coarsest mesh. The SCG scheme is restarted
twice for (B) and not at all for (A). The solver clearly shows the mesh independent
convergence that is predicted by theory.
We point out that the run-time increases only moderately when we increase the
number of grid points by four orders of magnitude. The finest discretization includes
6.9 · 1011 grid points corresponding to 4.1 · 1012 linear tetrahedral finite elements and
thus 2.8 · 1012 unknowns.
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5.2. Strong scaling for fast time-steps. Since in practical computations, reducing the computing time consumed for each time step may be more important than
advancing to finer spatial resolutions, we investigate the strong scaling characteristics
of HHG. The initial program run is determined by the main memory limits, defining
the smallest number of nodes that can be used for a simulation of given size. Here we
fix the mesh size to a resolution of 4 km (which corresponds to 1.1 · 1010 grid points).
Keeping the problem size fixed, we then increase the number of cores.
On SuperMUC, all runs can use the same block size, since each core has sufficient
memory available. This leads to an significantly decreasing run-time when going from
1 920 to 30 720 cores, as illustrated in Fig. 5.2. For the largest system configuration,
only one block is assigned to each compute core. Throughout this range, the parallel
efficiency remains above 50% for both cases (A) and (B).
1

80

0.9

70

0.8

Run-time [s]

60

0.7

50

0.6
44

40
30

0.5
0.4

27

25

0.3

20

15
10

4.7

0
1 920

3 840

Time

0.2

14
8.3
7 680
Number of Cores

Time

15 360

Parallel Efficiency

80

8.9
3.0

0.1
0

30 720

Parallel efficiency

Figure 5.2. Run-times of strong scaling experiments on SuperMUC from 1 920 to 30 720 cores
for cases (A) and (B).

For JUQUEEN, the block size must be decreased from 1293 /6 to 653 /6 grid points
after the first doubling of compute nodes, since at least one block has to be assigned
to a thread. The smaller block sizes lead to a clearly visible performance decrease,
as displayed in Fig. 5.3. Regarding the use of hardware threads on each compute
core, several OpenMP/MPI combinations are displayed. While a significant speedup
is observed when proceeding from one to two hardware threads, four threads only
have a positive effect, if larger blocks can be used. The time reduces to 7.7 s for two
threads processing two blocks on each of the 122 880 cores. The strong scaling results
in Fig. 5.3 suggest that the communication on JUQUEEN has a more severe impact
on the scaling behavior than for SuperMUC, and thus we will provide a more detailed
analysis in Subsection 6.2.
6. Performance analysis. The previous experiments addressed practical issues
of the solver including its convergence properties. Both computation and communication play an important role for performance. This section focuses on understanding
the performance behavior and on discussing the interplay between software and hardware. Assuming that computation and communication do not overlap, we can consider
them separately.
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Figure 5.3. Run-times of strong scaling experiments on JUQUEEN from 3 840 to 122 880 cores
with different numbers of threads per core for case (A).

6.1. Single node performance. Since most of the compute time is consumed
by the smoother of the multigrid method, we focus here on analyzing the Gauss–Seidel
kernel shown in Listing 1.
6.1.1. Intra-chip scaling analysis and comparison. Despite some similarities between BG/Q and SNB, the latter operates at a higher clock frequency and has a
more advanced out-of-order microarchitecture design (see Tab. 4.1). This discrepancy
can be partly compensated by BG/Q’s four hardware threads per core (as opposed
to two on SNB). BG/Q shows linear scaling across the cores on a chip with one process per core (up triangles in Fig. 6.1), and a substantial extra speedup of a factor
of two with four processes per core even on the full chip (down-pointing triangles in
Fig. 6.1). Comparing the socket performance for both processors, we conclude that
BG/Q requires twice the number of sockets, or sixteen times more parallelism (hardware threads) to match the performance of the SNB architecture. The corresponding
memory bandwidth on the BG/Q socket level (inferred from the bandwidth requirement of 24 Bytes/Lup) is 16.4 GB/s, which is far away from the achievable maximum
of 28 GB/s. For a single thread, one stencil update takes 76 cycles (15.3 on SNB).
BG/Q’s low single-core efficiency is subject to further investigation.
Comparing the ECM model with actual performance data on the SNB chip
(shaded area vs. circles in Fig. 6.1) we see that the measurement lies consistently
between the upper and lower ECM predictions. The ECM prediction range results
from scaling the best and worst case single core performance estimates determined
in Sec. 3.2. Moreover, the current implementation does not saturate the memory
bandwidth with the available eight cores, as predicted by our analysis. Based on
these observations, we discuss appropriate optimization approaches in the following
section.
6.1.2. Chip-Level Optimization Opportunities. The first step towards optimized execution on the chip would be to reduce the number of in-core cycles (Fig. 3.3)
through a more effective use of SIMD instructions, especially the loads. This would
require a substantial change in the data layout but drive the code into bandwidth sat21
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Figure 6.1. Single-chip performance scaling of the stencil smoother on 2563 grid points. For
SNB, measured data (circles) and ECM prediction range (shaded area) and for BG/Q, the scaling
with one and four processes per core (triangles) are shown.

uration, with an expected performance benefit of up to 30% (increasing the socket performance from 1.33 GLups/s (current measurement) to 1.75 GLups/s (memory bandwidth limit) on one SNB chip. Further improving the instruction code will not instantly increase overall performance but lead to saturation using fewer cores. Though
this would not result in a faster time to solution, it in turn opens up the opportunity
to save energy. In the future this may be accomplished by deliberately leaving cores
idle or, even better, by using all cores, but at lower frequency [30] to minimize energy
consumption without reducing overall speed. For speeding up the code, then only if
very strong bandwidth saturation can be achieved, may temporal blocking become
beneficial. In other cases this is often a natural choice for speeding up finite difference
stencil update kernels, see e.g. [35]. For the finite element discretization, as implemented in HHG, the performance model shows that blocking techniques will not be
able to accelerate the code, unless other bottlenecks are removed first.
6.2. Communication performance. In a next step, the communication model
from Section 3.3 is compared to the actual run-times in HHG. The timings of the
single MPI function calls are extracted by Scalasca [22]. We use the strong-scaling
setup of Section 5.2 with 3 840 compute cores (case (A)). A filter is applied such
that only functions involving communication are measured (see Tab. 6.1). However,
the overhead from instrumentation is still 5.5 s, which is about 12.5% of the overall
solver. In the table, bandwidth includes the time spent on all meshes excluding the
coarsest one. For p2p latency, we only measure the time for the operator evaluations
on the coarsest grids as the therefore required messages are dominated by latency.
Further, the model is applied to JUQUEEN with following settings and data: For
the comparison, two blocks are assigned to each process. In total, 10 V(3,3)-cycles
are executed within seven SCG iterations. The all-to-all bandwidth is bwcomm =
8 · 1.8 GB/s/Ldim , where Ldim is the longest dimension in the torus network [13]. The
partitioning for the considered measurement is (4x2x4x4x2), hence Ldim = 4. The
mapping of the icosahedral grid to the torus network is non-trivial. However, we can
ensure that each input grid tetrahedron shares at least one face with another one on
the same node, i.e λ = 1 in (3.1).
The maximal performance achieved is 22.9 million messages per second at 32
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Table 6.1
Comparison of the communication times between model prediction and Scalasca measurements
for case (A) on JUQUEEN.

Point-to-Point (bw)
Point-to-Point (lat)
Global reduction, (lat)

Model prediction
5.45 s
0.75 s
6.36 · 10−3 s

Scalasca
6.97 s
1.68 s
0.99 s

processes per node via MPI [37]. Thus, we assume a p2p latency of ttot
p2p,lat = 1/(22.9 ·
6
10 ) s. During each ghost layer exchange, γ = 37 messages are transferred which is
chosen for (3.2). The average time measured by Scalasca exceeds the predicted lower
limit by a factor of two. However, the minimal measured operator run-times agree
well with the predicted time.
The minimal measured hardware delay for a collective double precision add operation is tred = 0.64 µs and increases with a hop latency of tred,rt = 57.2 µs in [14]. This
leads to a minimal total collective latency of 1.7 · 10−3 s for the considered case, which
is orders of magnitude below the timings measured by Scalasca. MPI introduces some
overhead, increasing the latency from 1.8 µs to 5.3 µs for 2 048 nodes and 16 processes
per node as reported in [13]. Our measurements show variations of 10–100 in time,
e.g. depending on the data type or the usage of MPI Reduce/MPI Allreduce. There
seems to exist optimized and unoptimized implementations of the MPI reduction calls.
MPI Allreduce operating on double values, as used in HHG, belongs to the slower
group. As we were not able to find out how it might be possible to explicitly trigger
a faster implementation, this is one reason for the discrepancy between measurement
and prediction. Further, 0.79 s out of the 0.99 s are synchronization overhead due
to the computation. More than 1 000 MPI Allreduce operations are executed in the
remaining 0.2 s. Most of them occur during the mcl Krylov iterations on the coarsest
level.
Summarizing, with the exception of the reduction kernels, where only real measurements yield realistic values, the model predictions are in good agreement with the
actual execution times in HHG.
7. Conclusions and Outlook. In this paper, we have developed a fast parallel
multigrid solver for the incompressible Stokes model for creeping flows. This is a
prototype example that leads to indefinite linear systems with saddle point structure.
We demonstrate that it is feasible to solve such systems with in excess of a trillion
(1012 ) unknowns. The HHG software framework scales to problems that large when
using almost a million parallel threads on some of the fastest computers in the world.
With such simulations, it becomes feasible to resolve, e.g., the Earth mantle globally
with a resolution of 1 km. High node performance together with good strong and
weak scaling is demonstrated using the HHG multigrid solver. This does not only
illustrate the excellent parallel efficiency of carefully implemented modern multigrid
algorithms, but it also highlights the importance of advanced software engineering
concepts that must be developed for programming systems beyond the peta-scale.
We demonstrate that a co-design of models, discretization, algorithms, and their
parallel implementation based on a systematic performance engineering methodology
can lead to numerical solvers that are not just asymptotically optimal but also fast
as measured by time-to-solution. In future work, we will extend the current approach
in various directions, e.g., by extending the models to problems with large viscosity
contrasts.
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